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Summary

Visualization Design

Quantitative Results Qualitative Behavior Patterns

The Alternative Treatments 
visualization is a bar chart 
showing the predicted 
treatment values of five 
different treatment choices. 
Color indicates the proportion 
of clinicians that took that 
action on similar patients.

We developed AI Clinician Explorer 
to visualize patients with sepsis from 
MIMIC-IV, and recommendations from 
the well-known AI Clinician model. 
Johnson et al., 2020; Komorowski et al., 2018

Four ways to visualize the model 
recommendations were tested within-
subjects: No AI, Text Only (a), Feature 
Explanation (b), and Alternative 
Treatments (c). Each variant was 
paired with one of four selected 
patients in randomized order. The left 
side showing the patient trajectory 
remained constant throughout.

Information about vitals, labs, 
prior treatments, antibiotics, and 
microbial cultures are ordered so 
as to facilitate skimming.

PAT I E N T  1  O F  4

(c) Alternative Treatments

(b) Feature Explanation

Loretta Sturtevant

(a) Text Only

The Feature Explanation chart, 
generated using SHAP, shows 
features that contributed to the 
patient’s categorization in a 
particular state. 
Lundberg and Lee, 2017 

• In contrast to AI that uses clinicians’ decisions or diagnoses as a ground truth, AI-based treatment recommendation systems have the potential to 
discover new optimal treatment policies from observational data. However, accurately evaluating treatment recommendations is challenging. 

• We developed an interactive tool to browse trajectories and AI-based recommendations for patients with sepsis. 
• In a think-aloud study with 24 ICU clinicians, participants perceived the AI as more useful and confidence-inducing when explanatory evidence was 

provided; however, concordance with recommendations did not differ across conditions. 
• Through qualitative analysis, we identified four decision-making behavior patterns: Ignore, Negotiate, Consider, and Trust. 
• Future work is needed to develop explanations that better support negotiation and tools for interactively evaluating recommendations on cohorts.

    Paper arxiv.org/abs/2302.00096       Demo bit.ly/ai-clinician-explorer        Code github.com/cmudig
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Participants rated the AI 
more useful and confidence-
inducing when explanations 

were provided.

Agreement with the AI’s 
recommendation did 

not significantly differ 
across conditions.

Two members of the research team performed a qualitative analysis to understand the 
differences in concordance with the AI across participants. Based on the qualitative 
codes, the 24 participants could be characterized using four behavior patterns:

Ignore 
(7 participants) 

“She may be hypovolemic... but 
certainly I would not... start a pressor on 
this patient. [...] And IV fluids at a dose 
of 75 mLs over the next four hours... I 

disagree with that as well.” (P11) 

Negotiate  
(12 participants) 

“I don’t necessarily disagree… I would 
probably start with the fluids, but then I 
would escalate to vasopressors if there 

was no response.” (P7)

Consider 
(3 participants) 

“I am ambivalent about this one. Her 
[blood pressure] is slightly low. Her 

heart rate is actually coming down, fluid 
balance is positive... I think it’s fine. We 
can do what the AI recommends.” (P9)

Trust  
(2 participants) 

“This higher score means that they had 
better outcomes? Well then I’m gonna 

have to go with that. [...] The data 
looked pretty good.” (P16)

Future work can explore how to build and validate tools that support decision-making 
under each of these behavior patterns.


